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Abstract 

Heuristic algorithms are usually employed to find an optimal solution to NP-Complete problems. Genetic algorithms are 
among such algorithms and they are search algorithms based on the mechanics of natural selection and genetics. Since 
genetic algorithms work with a set of candidate solutions, parallelisation based on the SIMD paradigm seems to be the 
natural way to obtain a speed up. In this approach, the population of strings is distributed among the processing elements. 
Each of the strings is then processed independently of the other. The performance gain for this approach comes from the 
parallel execution of the strings, and hence, it is heavily dependent on the population size. The approach is favoured for 
genetic algorithms' applications where the parameter set for a particular run is well-known in advance, and where such 
applications require a big population size to solve the problem. Distributed Memory Document Allocation Problem 
(DDAP) fits nicely into the above requirements. The aim of the parallelisation is twojold: the first one is to speedup the 
allocation process in DDAP which usually consists of thousands of documents and has to use a big population size, and 
second, it can be seen as an attempt to port the genetic algorithm's processes into SIMD machines. 

This paper describes a method to parallelise genetic algorithms based on SIMD approach, identify the performance 
gain, and discuss problems associated with the method. Localisation, by means of community, is introduced to partition 
the load of global task, ie. task involving all (more than one) string. It seems then the community size becomes a 
performance issue. By altering the community size, one can achieve speedier process in favour of end result quality and 
vice-versa. Hence, finding the right community size that gives fastest good quality result is essential for such algorithm to 
be useful. In this paper we will discuss a dynamically adjusting community size as an attempt to ease the burden of finding 
optimal community size. 

1. Introduction 

Genetic algorithms are usually used to solve NP-hard 
problems [2, 7]. The total intractability of the problem 
using conventional methods, as well as the faster solutions 
make genetic algorithms the preferable choice. Moreover, 
for the type of problem in which a priori knowledge about 
the problem is impossible to get, genetic algorithms 
outperform any other method. 

Unlike conventional methods, genetic algorithms 
require the parameter set of a problem to be coded as a 
finite-length string over some alphabet. The goodness of 
the pattern in the string is then used to find a solution to 
the problem. Therefore, instead of tuning the code itself, 
genetic algorithms exploit coding similarities to get to the 
optimal solution. 

One problem while searching for an optimal solution in 
NP-hard problems is that, instead of hitting the global 
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optima, one may end-up in a local optimum. Genetic 
algorithms, on the other hand, work with a set of candidate 
solutions in parallel. Therefore, the chance of all points 
hitting a local optimum is very minimal. Genetic 
algorithms usually manipulate a population of strings, and 
subsequently generate another population of strings built 
from bits and pieces of the previous populations. This 
results in a more comprehensive search space than with 
other methods, with less effort. Consequently, this 
approach creates a robust search algorithm. 

Most ofthe massively parallel processor machines [11] 
currently available until now fall into the SIMD (Single 
Instruction Multiple Data) class. These machines consist of 
tho·usands of processors executing the same set of 
instructions. Each of the processors usually contains a 
different set of data, so in one execution cycle, the 
machine can produce multiple results. This type of 
machine architecture is useful for array manipulation 
problems. 

Australian Journal of Intelligent Information Processing Systems Autumn 1995 



Since genetic algorithms manipulate a population of 
strings,· implementing these algorithms on the SIMD 
machine is desirable. Most of the operations performed on 
one string are independent of · other strings in the 
population. Therefore, distributing the strings over the 
processors, and manipulating them individually on 
different processors is the natural way to parallelise 
genetic algorithms. Only a small amount of processing 
such as calculating the relative fitness value of the strings 
has to be performed centrally, but most of the processing 
can be done locally on separate processors. 

The ideal parallel algorithm has to exhibit two keys 
features: ( 1) linear speedup: Twice as much hardware can 
perform the task in half the elapsed time, and (2) linear 
scale up: Twice as much hardware can process twice as 
large a problem in the same elapsed time [13]. In this 
paper, we propose a parallel genetic algorithm for SIMD 
machines that has these desirable features. These features 
can only be obtained if all the processes are performed 
locally, ie. no computation is performed centrally, and no 
data has to be transmitted from one processor to the other. 
A strategy has to be developed to minimise the wasted 
time in parallelising genetic algorithms. The next section is 
devoted to the discussion of various parallel paradigms and 
continues with an insight into what has been done in 
parallelising GAs. Section four proposes a new parallel 
genetic algorithm. The discussion will also point out the 
speedup obtained by this approach. In section five, we 
implement the parallel algorithm using the distributed 
memory document allocation problem (DDAP) as an 
example, and then discuss the performance gains. It will be 
then realised that the community size take a major part in 
the performance obtained. Here, we take a different 
approach in manipulating the community size. Instead of 
searching an optimal community size suited for one 
particular case, and keep the community size static 
throughout the execution of parallel genetic algorithm, we 
dynamically alter the size of the community throughout the 
execution. We will then conclude by emphasising 
important contributions made. 

2. Parallel Paradigms 

Flynn in [4] defined four computer organisations: SISD, 
SIMD, MISD, and MIMD. Of the four, MISD has not 
received much attention, while SISD is only a sequential 
computer. So we are left with two parallel computer 
organisations: SIMD, and MIMD organisation. 
Accordingly, parallel algorithms can be classified into two 
classes: (1) SIMD class, and (2) MIMD class. In the SIMD 
class of algorithm, the instructions are executed serially, 
but instructions that operate on local data are executed 
simultaneously on each processor. Basically, each 
processor only serves as storage for different data that will 
be executed by an application in parallel. Therefore, an 
application that employs a homogeneous computation over 
a large set of data, such as array or matrix computation, 
benefits from this arrangement [3]. 

The SIMD approach has limitations that arise from the 
fact that every processor on it is acting in unison on a 
single instruction, but on different data points. Therefore, 
applications to be parallelised have to execute over a large 
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amount of data, such as in array computations. Also, some 
statistical-based applications require multiple executions of 
the applications to sufficiently gather data for further 
analysis. Assigning each of these executions to a different 
processor and running them with different parameters can 
eliminate the need to run them sequentially. These types of 
applications are among the most suitable applications to be 
implemented in the SIMD style. 

3. Literature Review 

Currently, there is plenty of literature reporting the effort 
in parallelising genetic algorithms [1, 6, 8, 9, 10]. Most of 
these efforts use the MIMD approach, with the exception 
ofHermann and Reczko's work. 

The work of parallelising GAs was pioneered by 
Grefenstette in his paper [8], in which he outlined four 
models of parallel genetic algorithms: 

_.. Synchronous master-slave: a single master GA 
process coordinates k slave processes. The master 
process controls selection, mating, and the 
performance of genetic operators, while the slaves 
simply perform the function evaluations. Figure 1 
illustrates this approach. 

rr Semisynchronous master-slave: Relaxes the 
requirement for synchronous operation by 
inserting and selecting members on the fly as 
slaves complete their work. 

_.. Distributed, asynchronous concurrent: k identical 
processors perform both genetic operations and 
function evaluations independently of one 
another, accessing a common shared memory. 
Because of the shared memory assumption, each 
processor has to work on a non-overlapping 
subset of the population. Figure 2 illustrates this 
approach. 

rr Network: In this approach, k independent simple 
GAs run with independent memories, 
independent GA . operations on independent 
processors. The k processes work as normal GAs, 
with the exception that the best individuals 
discovered in a generation is broadcasted to the 
other subpopulation over a communication 
network. Hence, the link bandwidth is reduced as 
compared to other approaches. Also, the 
reliability is very high because of the autonomy 
of the independent processes. 

Bianchini and Brown in [1] reported their effort in 
implementing a parallel genetic algorithm on a MIMD, 
transputer-based system. In this paper Bianchini and 
Brown realised that implementing a parallel GA with the 
network approach suffers from a senous drawback of the 
system having to divide the available population into 
smaller subpopulations to be processed by independent 
GAs. Because each GA works on a smaller population, the 
result can be expected to be of a poorer quality. Although 
this drawback, to a certain extent, can be avoided by 
exchanging the best individuals between subpopulations, it 
will certainly trigger excessive communication traffic. 
They studied several GA implementation alternatives for 
distributed-memory computers: 
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,.. Centralised: as in Grefenstette's synchronous 
master-slave approach. They proposed several 
measures to improve the performance. 

,.. Semi-distributed: several master-slave 
implementations working on non-overlapping 
clusters of processors, and at some desired 
frequency, the best individuals will be exchanged 
between the clusters of processors. 

,.. Distributed 
,.. Totally distributed: A variant of the distributed 

approach in which the communication only takes 
place during the initialisation and termination 
phase. 

GA 
Master 

Figure 1: Synchronous master-slaves GA model. 

Figure 2: Distributed, asynchronous concurrent GA model. 

Figure 3: Network GA model. 

Bianchini and Brown concluded that implementations 
with some level of centralisation tended to find solutions in 
fewer generations than distributed implementations. In 
terms of execution time, the centralised and semi-
distributed implementation had performance comparable to 
the other implementations on large numbers of processors. 
The former don't scale as well as the latter ones, however. 

All the current efforts in parallelising genetic 
algorithms are specifically aimed at MIMD computers, and 
only the work of Herrmann and Reczko [9] is designed for 
an SIMD machine. In their implementation, a processing 
element of the parallel computer (in this case MASP AR 
MPl containing 16384 processing elements) is responsible 
for performing the function evaluation of one individual. 
The rest of the process is done centrally in the system's 
front-end computerl. Since this approach works on a 
single population, and hence is centralised, this approach is 
more appealing then Grefenstette's network-based 
implementations. Although this attempt clearly induces a 
huge amount of communication traffic, the authors claim 
that the attempt achieved 430 times the speedup in 
comparison with the execution performance of GA on 
SUN SPARCSTATION ELC. A vast amount of 
communication traffic is required, however, to distribute 
all individuals into the processing nodes and then collect 
the evaluated fitness value back to the front-end in every 
iteration. 

4. Parallel Genetic Algorithms: a 
SIMD Approach 

Recall the fact observed by Bianchini and Brown [1] that 
parallel genetic algorithms that have some level of 
centralisation perform better than their rivals. Also from 
the fact that each individual in the population performs 
identical processes, it is possible to reason that the SIMD 
machine is more appropriate to the parallelising of genetic 
algorithms. By assigning each individual to a SIMD 
processor, as in Herrmann and Reczko's work, and 
modifying the other GA operations to minimise the 
amount of communication, we can obtain a centralised 
efficient parallel genetic algorithm. 

We are now ready to define a new parallel 
implementation of genetic algorithms. This approach 
assigns each individual to a different processor, and 
performs the whole genetic process simultaneously. A 
simple genetic algorithm consists of three operators that 
manipulate the population of strings: (1) Reproduction, (2) 
Crossover, and (3) Mutation, which continuously 
manipulate the population of strings until termination 
conditions are satisfied. Before these manipulation stages 
are performed, an initialisation process such as setting-up 
the initial strings on each processor has to be performed. 
Also, a process to evaluate the fitness of individuals is also 
needed during the manipulation stage. Therefore, to 
parallelise the Genetic Algorithms we have to discuss the 
parallelism of the five tasks mentioned above. 

Initialisation phase 

This phase begins with generating a random string on each 
processor. The characteristics of the string such as its 
length, the set of alphabets used, and other limitations are 
specified by the problem. The number of processors used 

1MASPAR-MP1 consists of a front-end system and back-end 
system. The back-end system is the parallel part where all the 
processing elements reside, the front-end is just a workstation. 
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represents the population size, p. An algorithm that 
describes the above process can be represented as: 

Initialisation 
begin 

Initialise parameters needed by the problem, ie. 
variables of the fitness function 
for each processor 

call permute(string) 
end Initialisation 

The only possible bottleneck of this phase is the I/0 
process that might be performed when initialising the 
parameters. Otherwise, the speedup obtained from this 
phase is proportional to the population size (number of 
processors). 

Calculation of the objective function value 

This phase involves calculating the fitness locally, ie. in 
parallel. The function used to calculate the fitness value is 
provided as part of the problem. Because the whole phase 
is performed locally, the speedup obtained from this phase 
is equal to the population size. 

Reproduction phase 

We propose a new reproduction process. The scheme used 
is based on Goldberg's simple genetic algorithm's 
reproduction phase, which consists of collecting fitness 
values, ranking them, and choosing strings for the new 
population based on their fitness. A modification to this 
scheme is needed since it is very sequentially oriented. 

Firstly, we can cluster the parallel processors into 
groups of neighbouring processors. The cluster of 
processors containing strings is then called a community. 
The reproduction phase is performed locally on the 
clusters. The shape and size of the community can be 
dynamically configured according to the characteristics of 
the parallel computer. For instance, if the parallel genetic 
algorithm is implemented on Maspar-MP1 family of 
parallel computers, the shape of the community will be as 
shown in Figure 4. In this implementation, each 
community consists of nine processors with the processor 
at the centre acting as the community leader. 

Figure 4 illustrates a community of processors that are 
residing in a 2-D world (sometimes this is referred to as an 
x x y mesh topology). The size of the community, n, is 
equal to the number of processors, which in Figure 4 it is 
nine. The shape of the community may vary depending on 
the parallel architecture employed. 

A community 

Figure 4: A community as implemented on Maspar-MP1 
family. 
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The size of a community can be varied. As community 
size is reduced, the communication overhead is lowered 
correspondingly. While increasing the community size to 
the extreme, ie. community size is equal to the population 
size, means that we arrive back to the original simple 
genetic algorithms as in Goldberg's book. 

The role of the leader is to collect fitness values from 
all community members, rank them, and generate from this 
a new population, as well as performing as an ordinary 
member. in its own right. This process can be represented 
in the form of an algorithm: 

Reproduce 
begin 

calculate the fitness using the method discussed 
under the previous heading 
for each community leader 

collect fitness value from members 
rankthem . 
generate a new population 

end ReprOduce 

This phase incurs processing and communication costs as 
follows. Firstly, each processor has to calculate the fitness 
function, and send it to the community leader. For a 
community of size nine, as in Figure 4, this process 
requires eight transmissions. Secondly, the process 
creating a new population involves transmitting strings 
from one processor to another. This transmission is needed 
to simulate the process of duplicating strings in a 
sequential genetic algorithm. 

Consider a community with the following population: 

Processor# Contents 
1 string 1 
2 string 2 
3 string 3 
4 string 4 
5 string 5 
6 string 6 
7 string 7 
8 string 8 

leader string 9 

After an arbitrary reproduction phase, the next population 
being decided by the leader as consisting of strings: 1, 5, 7, 
2, 9, 4, 7, 2, 3. This means that strings 6 and 8 are not 
selected for inclusion in the new population, and strings 2 
and 7 produce two offspring each. The new population will 
look like this: 

Processor# Contents 
1 stririg 1 
2 string 2 
3 string3 
4 string 4 
5 string_ 5 
6 string 2 
7 strin~7 

8 string 7 
leader string_ 9 
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Since new populations are created from selected old 
strings, then string transfers are only performed when one 
string is being selected more than once. In the above 
example, the reproduction needs two string transfers: the 
first one is to transmit a string from processor 2 to 
processor 6, and the second is to transmit a string from 
processor 7 to processor 8. By this arrangement, at most 
we have to propagate one string to 8 processors (in the 
extreme case where we pick one string 9 times, this only 
happens when one string has a remarkable fitness value 
compared to the other strings), and in the best case we do 
no string transfer at all (when all old strings are chosen). 

For processors residing in a 2-D world, the whole 
process requires: 

reproduction delay= polling delay+ distribution delay 
polling delay = n - 1 x communication time x distance 
distribution delay= i x string length 

xcommunication time x distance 
where: 0 s; i s; n- 1, n = community size 

Crossover phase 

Crossover is done by randomly selecting pairs of strings 
from the population. If the size of the population is odd, 
then ignore the unpaired permutation. For each pair of 
strings, select the crossing site, and perform position-wise 
exchange of symbols appearing in the crossing site of the 
first string with the symbols appearing in the crossing site 
of the second string. 

In this paper we re-arrange this process so it can 
maximise the degree of parallelism. Under this 
arrangement, mating is only done between a pair of strings 
that are in one direction. Hence, on the 2-D world, this 
translates to eight mating possibilities, as depicted in 
Figure 4. The decision to pick one out of several possible 
directions is done centrally, and strings are then 
interchanged between processors simultaneously. Strings 
that are adjacent to each other are usually used to minimise 
the distance of string transfers incurred. An algorithm that 
represents the above process: 

Crossover 
begin 

pick the direction randomly 
for each alternate processor (first processor of the 
pair) 

select the crossing site call it Start and End 
send String[Start..End], as well as Start and 
End to the direction defined above 

end parallel for 
for each alternate processor (second processor) 

send String[Start .. End]to the reverse direction 
defined above 

end parallel for 
for each pair of processors 

Child:= String[l..Start-1] +Received 
String[Start..End] + String[End+l..] 

end parallel for 
make the new population (children) the current 

end Crossover 

The process to form a new string of this phase involves 
transmission of data from one processor to the other. 
Assuming that the communication process can be 
performed in parallel, then the elapsed time for this phase 
is proportional to the propagation time of j-bytes of data 

between two adjacent processors, where j is the maximum 
bytes to be transmitted. The speedup is proportional to the 
population size. 

Mutation phase 

The mutation phase is performed occasionally with a 
probability of a, where a lies in the range [0 .. 1]. During 
this phase a random position in a string is altered. The 
algorithm suited for the process is: 

Mutate 
begin 

for each processor 
generate random number to decide whether 
to do this phase or not 
if it is to be performed 

select a position in the string to be altered 
J?erform the alteration 

end if 
end parallel for 

end Mutate 

Since the whole process of this phase is performed locally, 
the speedup incurred from this phase is proportional to the 
population size. 

The overall speedup obtained from the approach is the 
sum of all time spent in each phase. In addition, the 
termination conditions used in the sequential version of 
genetic algorithms can be applied for the parallel version 
with a minor change in the implementation. The change is 
needed to speedup the task. 

Recall that the GA is terminated whenever one of these 
conditions is satisfied: (1) if all strings are identical, or (2) 
if the number of iterations exceeds some upper limit. The 
latter can be implemented in a straightforward manner. 
The former condition needs some modification, otherwise 
the process will become a bottleneck. Comparing strings 
from one processor to another to check whether they are 
identical is a sequential process, hence modification is 
needed to make the process parallelisable. In our approach, 
instead of performing the comparison globally, the process 
is done locally in each community. This process requires 
o(log2 community size) string transfers, ie. for a 
community consisting of nine processors residing in 2-D 
world the number of transfers required is four. Figure 5 
illustrates the process of comparing strings of a community 
in a step-by-step way. In the illustration (using a 
community of size 9), the process is started by comparing 
values in the right-most processor of a community with the 
centre ones. The result will be stored in the centre 
processors. Then the process continues with comparing 
values in the left-most processors with the result of the 
previous comparison (ie. values in the centre processors), 
and store the result in the centre processors. Now we have 
all the results of column comparison in the centre 
processors. Doing comparisons on the centre processors, 
ie. the top centre processor with the middle centre one, 
putting the result in the middle centre, and then the bottom 
centre with the middle centre will make available the 
comparison result in the middle centre processor in 
o(log2 community size) steps. Since this process can be 
performed by every community simultaneously, the total 
cost of these processes is o(log2 community size). 
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Figure 5: Comparing the strings. 

If all communities report homogenous members, then 
a string of communities is compared to their neighbouring 
communities. But this additional process is performed very 
infrequently, probably only once for the whole execution 
time. Therefore this cost can be neglected from the total 
cost. 

Now we can calculate the speedup obtained from the 
parallelisation of the genetic algorithm. As our reference, a 
sequential genetic algorithm requires the following time to 
accomplish the task: 

{

Fitness Calculation +I 
Reproduction + 

time = Initialisation + l · Cross~ver + 
Mutatwn+ 
Homogeneity check 

where l is the number of iterations. Recall from previous 
discussions, the parallel genetic algorithm requires the 
following time to finish the execution: 

· 1 1 · · 1· · 1 tzme = - · mtza zsatwn + · 
m 

where m is the population size 

_.!_·Fitness Calc.+ 
m 
((n- 1) · int transfers+ 

i ·string transfers)+ 
2 · j · bytes transfers + 
1 u . - · mutatiOn + 
m 
o(log2 n) 

n is the size of community and m > n > 1 
i is the number of string transfers, and 
j is the max bytes transmitted. 

time= o(l· n) 

From the equation given above, it is easy to see that the 
parallelisation can achieve a linear speedup within a 
constant. 

5. Performance Evaluation 

The above approach is implemented on DECmpp 12000, a 
MASPAR-MPl family parallel computer. For this type of 
computer, the processors are arranged in a 2-D grid. Each 
processor is linked to its immediate 8 neighbours via xnet, 
as well as being interconnected to other processors via the 
global router [3]. Hence, in the reproduction phase, a 
community with a shape resembling that illustrated in 
Figure 4 is used. Xnet is used as a means of transporting 
fitness values from the community members to their 
respective leaders. In addition, xnet is also used to transfer 
the crossing-sites during the crossover phase. 

The parallel GA here is used to allocate documents of 
some information retrieval system into a distributed~ 
memory system (Distributed-Memory Document 
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Allocation Problem - DDAP) [5]. The information 
retrieval system clusters the document collection according 
to some method [12], such that there is a probability that 
the · documents belonging to one cluster win be accessed 
simultaneously by one . query. Certainly, documents 
belonging to the same cluster are closely related. This 
relation can be defined over the topics, their subjects, or 
any other predefined relationship. 

Formally, the DDAP can be defined as follows [5]: 

Let : Xj, 0 $ i $ n-1, be a node in the distributed 
system, 
Di, 0 $ i $ d-1, be a document in the information 
retrieval system, 
Cj, 0$ i $ c-1, be a cluster of the documents; 
Aij· 0 $ i $ c-1, 0 $ j $ n-1, be the number of 
documents of cluster q allocated to Xj; 
T(C i) be the processing cost of a query related to 
cluster i, and 
F(p, c) be the total cost of processing queries 
related to all clusters which cover the processing 
cost, p, and communication cost, c; 

The problem is to find Aij, 0 $ i $ c-1, 0 $ j $ n-1, such 
that F(p, c) is minimised. 

A special clustering scheme in a form of (D, C, x, y) is 
used where: 

,.. D is the number of documents, 
• C is the number of cluster, and 
• x percentage of cluster contain y percentage of 

documents 

Four different network topologies were used to test the 
performance of the algorithm: 8-node and 16-nodes 
hypercube architectures, a lx4 mesh configuration, and a 
slightly modified lx4 mesh configuration (see Fig. 6). 

16 node Hypercube 
8 node Hypercube 

• • • • • 
I x4Mesh modified I x 4 Mesh 

Figure 6: Various network topologies used in the 
experiment 

Results obtained from this implementation were stated 
in a form of (a + b [3), where a and b correspond to the 
elements of the objective functions: the communication 
cost, and the processing cost. While the constant f3 
represents the relative speed of the communication process 
in the system over the processing speed. The experiments 
were performed on two sets of documents which both 
consist of 64 documents clustered into 8 groups. The frrst 
set, denoted by (64, 8, x, x ), is obtained by uniformly 
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distribute documents among available clusters, ie. each 
cluster contains 8 documents. The second set, denoted by 
(64, 8, 25, 50) was created by putting 50% of documents 
into the first 25 % clusters, ie. the first two clusters contain 
16 documents each, while the rest of the documents are 
distributed uniformly among the rest of the clusters. Table 
1 presents results of applying the GA in various network 
topologies used in experiments, where each was tested on 
the two sets of documents. 

(64, 8, x x) (64, 8, 25, 50) 
16-node Hypercube 8 +27 6 10+29 6 
8-node Hypercube 12 + 28 ~ u +29 a 

1 x 4 Mesh 16 + 48 6 30+ 36 B 
1 x 4 Modified Mesh 16+ 32 ~ 21+ 33 a 

Table 1: The minimal cost of allocating documents on 
various topologies 

Tables 2 and 3 represent results of executing the GA 
for DDAP on an IBM RS 6000 computer. The tables 
illustrate the elapsed time of the GA and the average 
number of iterations required to find an allocation for two 
sample topologies. The number of iterations represents the 
average number of iterations needed to terminate the 
execution of the algorithm. The algorithm was terminated 
when one of the conditions below was satisfied: 

1. Number of iterations exceeds 50,000 
2. All strings in the population are identical. 

population size 
30 50 

__!-,node Hypercube 1:02.03 13:38.36 
1 x 4 Modified Mesh 1:02.13 21:03.46 

Table 2: Elapsed time for (64, 8, x, x) documents and 
mutation probability equal to 0.001 

population size 
30 50 

8-node Hxoercube 491 3973 
1 x 4 Modified Mesh 510 5681 

Table 3: Number of iterations required for (64, 8, x, x) 
documents and mutation probability equal to 0.001 

The document set used to test the parallel genetic 
algorithm for DDAP is the (64, 8, x, x) document set 
scheme. The algorithm is used to allocate these documents 
on to 8-nodes hypercube and to the modified mesh 
topologies. Here, two population sizes are used: (1) 
population size of 50; (2) population size of 30. The 
mutation probability in these experiments is kept constant. 
Although the mutation probability is known to play role in 
determining the solution quality and affect the number of 
iterations, we focus our attention onto varying the 
population size. 

Tables 4 and 5 contain results obtained from executing 
the parallel genetic algorithm for DDAP. Note that 
population sizes in the parallel genetic algorithm are 
slightly bigger than the sequential ones. The sizes are the 
exact multiplication of 9, the community size. It can be 
seen by comparing these tables with the previous tables 
that the parallel genetic algorithm obtains a linear speedup 
over the ordinary genetic algorithm. However, as one 
might expect, the number of iterations required to 
complete the same task is slightly higher on the parallel 
genetic algorithms. This corn~ as the result of the 
localisation manifested by the community. As discussed 
previously, compared to the sequential version, any 
breakthrough achieved by individuals in the parallel 
genetic algorithm cannot be propagated as fast. Instead this 
effect will be shared among the community members, 
which in the next turn pass this to the adjacent community, 
and so on. A further study on the behaviour of the genetic 
algorithm regarding the localisation is needed. In addition, 
when a close observation is taken, the time required by the 
parallel genetic algorithm to complete the task is directly 
influenced by the number of iterations performed. This 
desirable feature of the parallel genetic algorithm enables 
us to use very big population sizes without having to worry 
about the overhead resulting from using bigger population 
size. 

population size 
36 54 

8-node Hypercube 00:03.49 00:19.65 
1 x 4 Modified Mesh 00:03.51 00:26.06 

Table 4: Elapsed time for (64, 8, x, x) documents and 
mutation probability equal to 0.001 on Parallel Genetic 

Algorithms 

population size 
36 54 

8-node Hypercu9e 525 4398 ···-·'-
1 x 4 Modified Mesh 538 6252 

Table 5: Number of iterations for (64, 8, x, x) documents 
and mutation probability equal to 0.001 on Parallel 

Genetic Algorithms 

6. Adaptively Adjusting Community 
Size 

As previously mentioned that community size takes a role 
in determining the performance gain of a parallel genetic 
algorithm, it becomes necessary to find its optimal size to 
obtain maximum benefit from the parallelisation. Finding 
an optimal community size is a trial and error process, 
performed on representative cases to the problem we 
actually want to compute. This means that a completely 
new problem cannot be carried out in the most optimal 
way. Therefore, using a static "optimal" community size 
for a parallel genetic algorithm fall short in t·.vo accounts: 
inefficiency, because finding an optimal community size 
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means executing sufficient sample problems and taking 
statistics, and this requires times and resources; the 
inability to work optimally on a completely new problem, 
this comes as a consequence of having to sample the 
problem prior to the actual execution. 

Genetic algorithms base their search of the optimality 
on string/individual manipulations. One such manipulation 
is the reproduction, where a new generation of individuals 
is generated to replace the ageing current generation. This 
process selects individuals from the current generation to 
make up the new one. The selection process is done in a 
way such that better individuals have a better chance of 
being selected for the next generation. In a way, genetic 
algorithms have an embedded adaptive process into their 
normal operators. 

Reproduction in the proposed parallel genetic 
algorithm is a community-wise operator. A community can 
be perceived as an attempt to parallelise a reproduction 
task, where it requires all strings to be examined. Changing 
the size of community size can then be seen as an attempt 
to fine-tune the granularity of parallelism. As it is 
understood that different granularity will behave 
differently in a parallel environment and they are aimed at 
different situation, we propose to use information about the 
community and its surroundings in order to decide about 
its size. This information will shrink or expand the 
community according to the trend recorded. 

If a community becomes homogeneous, the amount of 
information it contains is very minimal. Within the 
community itself, from reproduction point of view, nothing 
else can be achieved. The changes are expected to come 
from other operators. Mutation can randomly introduce a 
new variant of individual with a low probability. This 
variant is not guaranteed to be an improvement over the 
existing population either. Changes from crossover 
operator occur through interchanging features between 
individuals across the community border. At the later part 
of execution, the crossover phase usually takes place 
between two reasonably fit individuals, which most likely 
to introduce a better individual to the community. During 
this stage most of the community members are 
homogeneous, however. If other communities surrounding 
one particular homogeneous community are also 
homogenous, the improvement gained from crossover 
operator becomes minimal, if any. It is then interesting to 
see that expanding the community to include the 
surrounding nodes, or even merging these neighbouring 
communities into one bigger community can change the 
situation. With the community become bigger and, most 
likely, the surroundings are not of identical individuals, 
new information through the process of crossover can be 
introduced to this new community. These changes will be 
propagated to the rest of community member in the next 
cycle, which in turn, can be used to improve the 
community member fitness. 

As the expansion of a community means adding more 
nodes that are not directly adjacent to the leader, the 
communication cost is increased accordingly. For each 
new ring of nodes added to the community, data 
transmissions require an extra hop to complete the journey 
to the leader. For instance, an increase of community size 
from nine, or a 3x3 mesh (as in Figure 1), to 16, or a 4x4 
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mesh (by adding an extra ring of nodes) means that the 
outer ring requires two hops to get to the leader, as 
opposed to one hop as in a 3x3 mesh. This implies that at 
least twice the communication cost of a 3x3 mesh is 
required to accomplish the reproduction phase. It is not 
expected, however, that the inclusion of extra nodes will 
incur that extra cost. Homogeneous community usually 
consists of reasonably fit individuals. Any inclusion of 
new features through the crossover operator will not likely 
to change the whole community drastically. So, it is 
expected that the introduction of new variants in an 
oversized community will not induce a massive 
communication traffic, rather it will hold the amount of 
communication traffic as in the smaller community. 

When sufficient new variants are contained in an 
oversized community, the community becomes so diverse 
and consequently the amount of communication traffic 
arises as the community changes drastically. At this stage, 
shrinking the community becomes a worthy option. 

The above two processes are repeated whenever the 
homogeneity condition in a particular community is 
satisfied. By doing these processes repeatedly it is 
guaranteed that the community size for each community is 
kept optimal throughout the execution. Expanding the 
community will boost the performance of the parallel 
genetic algorithm in finding the end result. This is done 
whenever the community and its surrounding become 
homogeneous, where the amount of communication traffic 
is not expected to explode. And whenever the community 
becomes dissimilar again, which also means that the 
amount of communication grows out of hand, shrinking 
the community is performed. These will obviously 
maximise the performance of the parallel genetic 
algorithm. 

7. Conclusion 

In this paper we have discussed a method to parallelise 
genetic algorithms. The method follows the SIMD parallel 
programming paradigm. Sufficient background is given, as 
well as discussion about previous efforts in parallelising 
genetic algorithms, before we commit ourselves to 
parallelise genetic algorithms using an SIMD style. 
Genetic algorithms work on a population of strings and 
each string in the population undergoes identical processes 
in every iteration. Hence, executing these identical 
processes simultaneously on the whole population can be 
regarded as the natural way to parallelise genetic 
algorithms. 

Furthermore, Bianchini and Brown [1] pointed out that 
implementations with some level of centralisation of the 
population tend to find solutions in fewer generations than 
distributed implementations. MIMD approaches usually 
divide the population into several subpopulations, and 
employ independent genetic algorithms to work on the 
subpopulations. Clearly, MIMD approaches restrict genetic 
algorithms from using sufficient information to solve the 
problem. Of course, we can increase the size of 
subpopulations in this approach, but such a parallelisation 
is then worthless since there is no performance gain 
achieved from the effort. 
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As in any other parallel-based applications, the parallel 
genetic algorithm has to satisfy these objectives: (1) to 
maximise the amount of parallelism, and, (2) to minimise 
the amount of communication traffic. Consequently, some 
genetic operations have to be modified. A detailed 
discussion of the parallel genetic algorithm's operations, 
highlighting the changes made to the original GA, as well 
as the expected performance is given. Finally, the parallel 
genetic algorithm is used to find an optimal document 
allocation. Some performance measurements are taken and 
are compared to the respective sequential performance. It 
also has been shown that such a parallelisation 
demonstrates a linear speedup. 
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